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During the last year, we’ve been quietly exploring, analyzing, and improving the NAVIK suite. We’ve 
been considering bringing more AI components into the NAVIK ecosystem, with the ultimate goal of 
force-multiplying AI technologies. In terms of product development, that means creating a flexible, 
robust system that can learn from itself and organize itself to better meet user needs. The idea is to 
democratize AI and make it work with humans to find solutions to business problems.

To this end, Natural Language Processing (NLP) has become an area of interest for us; hence, we are 
dedicating this edition of BrainWave to NLP.

Alan Turing said that ‘a computer would deserve to be called intelligent if it could deceive a human 
into believing that it was human.”

Not long ago, a machine that could interpret human-produced speech or text seemed like science 
fiction. Then NLP appeared on the scene. What is NLP? The technical definition is:

"Natural language processing" refers to the use and ability of systems to process sentences in a 
natural language such as English, rather than in a specialized artificial computer language.” [1]

Not all humans process natural language at the same level of expertise. So, at what point can we say 
that a machine can comprehend language? We cannot answer this question directly. However, the 
ability to understand and converse with humans in a normal, ordinary way should be the ultimate 
goal of NLP.

One thing that astonishes me about Natural Language Processing is that we benefit from NLP 
applications every day, even though the term is not as popular as Big Data or Machine Learning. We 
use it for machine translation (e.g. Google Translate), in conversational agents (Siri, Cortana, Google 
Assistant), in autocorrect and sentence completion on mobile keyboards, and in many other ways.

Language is everywhere: in text messages and emails, in audio and music files, on TV and in all kinds 
of videos, in our social media feeds and updates. Language grabs our attention in a unique way. It’s 
both familiar and very complicated. We learn to speak and write almost without thinking about it as 
children. Then we wade through the more intricate stuff in high school and college. 

Abdurrehman Malekji
Senior Engagement Manager (Data Science Lead - Products) 
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And yet, in a programming context, language is hard. Most programmers don’t really get beyond 
basic language processing rules – even though unstructured, text-based content makes up a huge 
amount of our data. It’s time we treated language processing more seriously. It’s time we consider 
NLP.

NLP is young and full of promise. It’s backed by an international community that continues to 
develop new algorithms, techniques, and resources. Plus, recent research in Deep Learning has led to 
immense improvements in NLP. Advances in Artificial Intelligence and the emergence of the Internet 
has brought NLP to a level that was completely unthinkable just a few years ago.

The field is moving fast. I hope this issue of BrainWave will shed some light on NLP.

Happy reading.

Page 3 © Copyright Absolutdata 2020

Reference:

[1]Introduction to Natural Language Processing

Abdurrehman Malekji
Senior Engagement Manager (Data Science Lead - Products) 

http://www.mind.ilstu.edu/curriculum/protothinker/natural_language_processing.php
https://in.linkedin.com/in/abdurrehman-malekji-aa9a0313


Contents

Statistictionary
Basic NLP Parlance1 Page 05

Coder's Cauldron
Refinement of Machine Learning Models in the NLP domain2 Page 07

Vivid Visualization
Tag Clouds and Word Trees3 Page 09

Thriving Traction
What is BERT?4 Page 12

Folk Wisdon Fallacy
Text Analytics - Sentiment Detection Paradox5 Page 14

Experience Extended
Text to SQL6 Page 16

Food for Thought Experiment
Question Answering System (QAS)7 Page 18

© Copyright Absolutdata 2020



Basic NLP Parlance

Statistictionary 

What Is NLP?

“Natural language processing (NLP) is a combination of linguistics, computer science, information 
engineering, and Artificial Intelligence. It is concerned with the interactions between computer and 
human (natural) languages”.[1] 

NLP is the complete process of consuming natural language data, processing the data, 
understanding it, and then producing the required human-understandable output. NLP is broadly 
classified into two parts: NLU (Natural Language Understanding) and NLG (Natural Language 
Generation). Natural Language Understanding deals with the problem of making sense out of the 
data, whereas Natural Language Generation involves the system’s production of natural language.

Human language is ambiguous, which makes NLP difficult. As humans, most of us naturally 
understand the context of a conversation and how context changes the meaning of words. An 
example from the NIU computer science department illustrates this perfectly:

“I made her duck” can be interpreted as:

Over the course of time, we’ve been able to significantly develop techniques to solve the problems 
associated with NLP. Initially, rule-based techniques were used to solve the NLP problem; this 
gradually evolved into much more sophisticated statistical techniques like Naïve Bayes, hidden 
Markov models, etc. But in the past few years, it’s been the Deep Learning approaches and 
techniques that have produced state of the art results for various NLP tasks. More specifically, BERT, 
ELMo, UniLM, ULMFit, etc. have shown great results in question answering, text summarization, 
text classification, and other areas.

1
I cooked

waterfowl for her

2
I cooked waterfowl

belonging to her

3
I created the (toy or 

sculpture) duck she owns. [2]
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NLP Is Ubiquitous 

We are using NLP in our daily life without realizing it. For example, Siri, Google Search, automatic 
spam detection, and automatic spelling correction all use NLP. The following are some of the most 
common tasks/applications of NLP.



Machine translation

Machine translation is an NLP task that converts one natural language into another. It is very helpful 
in data mining tasks, customer support, etc.

Text classification

Text classification is an NLP task that organizes texts into different categories. It is similar to 
classification problems in machine learning, but it uses text instead of numerical data. Overall there 
are many problems that can be addressed directly through text classification. And in many cases, it 
can act as an intermediate step to solve a bigger problem.

For instance, suppose we were developing a ticket management system that takes a user’s 
description of a ticket as an input, categorizes it based on the text, and then generates a ticket and 
forwards it to the user and any other concerned party. The text classification model would not solve 
the complete problem here, but it will help resolve a significant part of it.

Numerous applications…

There is a plethora of NLP applications, such as reading comprehension, text summarization, relation 
extraction, image captioning, emotion recognition, etc. 

NLP applications seldom achieve 100% accuracy, but they are an integral part of our lives as they 
help us with our daily tasks.

References:
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-Authored by
Pranav Sharma,
Data Scientist at Absolutdata 

Sentiment analysis

Sentiment analysis is used to figure out the feeling behind speech or text. There are various real-life 
implementations of sentiment analysis; it helps companies determine users’ response to their 
products, campaigns, business decisions, etc.
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Refinement of Machine 
Learning Models in the 

NLP Domain

Coder’s Cauldron

Overview

The years 2018-2019 have seen refinement of Machine Learning models in the NLP domain. This 
can be seen by looking at the quantity as well as the quality of papers published. There have been 
considerable breakthroughs, and new concepts and ideas have helped attain milestones such as the 
development of architecture: BERT, ELMo, OpenAI Transformer, ULMFiT.

Transformers

Nowadays, NLP has been closely associated with deep learning, and there are a lot of neural 
network architectures out there that are used to solve NLP use cases in their own unique ways. One 
particular neural network architecture has proven to be especially effective for day to day natural 
language processing tasks called the Transformer. It uses several tools and techniques that help in 
solving sequence-to-sequence tasks while also handling long-range dependencies with ease. One of 
its key features is that it relies entirely on self-attention to compute representations of its input and 
output without using sequence aligned RNNs (Recurrent Neural Networks) or CNNs (Convolutional 
Neural Network). “The key idea behind the Transformer architecture is to handle the dependencies 
between input and output layers with attention and recurrence alone.”

Page 7 © Copyright Absolutdata 2020

Inside machine learning -
What is a Transformer?

Attention Is All
You Need

How do Transformers
Work in NLP? 

How NLP Cracked
Transfer Learning

Pytorch
Transformers Classification Transformers

https://medium.com/inside-machine-learning/what-is-a-transformer-d07dd1fbec04
http://jalammar.github.io/illustrated-bert/
https://github.com/ThilinaRajapakse/pytorch-transformers-classification
https://www.analyticsvidhya.com/blog/2019/06/understanding-transformers-nlp-state-of-the-art-models/
https://arxiv.org/pdf/1706.03762.pdf
https://github.com/huggingface/transformers


ELMo (Embeddings from language model)

ELMo is a state of the art embedding technique that improves results through its ability to gauge the 
meaning of the words framed in different sentences.

ELMo distinguishes between words based on the context of the sentence that they are used in. This 
is achieved by assigning an ELMo vector to the entire sentence. This contrasts with other word 
embedding techniques that pick the word as it is. Here is an example where an ELMo algorithm will 
be able to differentiate between the usage of the word ‘bank’ in the 2 sentences given below: 

Illustration

Use-Case/Problem Statement: Classification of yelp reviews based on whether the review is positive 
or negative using a transformer.

Instructions:

• Download the embedded ipython notebook.
• Open the notebook in google colaboratory.
• Run the code.
• Downloading the dataset is optional if working on google colaboratory.

1
“The bank on the other end of the 

street was robbed yesterday.”

2
“We had a picnic

by the river bank.”

In ELMo, the embeddings created and the assignment of vectors to different words is done through 
language modeling. LSTM, a neural network technique, enables us to achieve this and helps us to 
understand the context through discerning meanings of the words following and preceding a 
particular word.
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yelp_review_polarity
_csv.tgz

  
Data: https://s3.amazonaws.
com/fast-ai-nlp/yelp_review
_polarity_csv.tgz

Code: https://drive.google.co
m/file/d/1yUTxfuKTLQAOR
N2RHciXtf8fuxxhCN6r/view
?usp=sharing

-Authored by
Arnav Agarwal
Data Scientist at Absolutdata
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https://www.linkedin.com/in/arnav-agarwal-855637148


Tag Clouds and Word Trees

Vivid Visualization

The world of social media is advancing rapidly. This has resulted in the collection of copious amounts 
of data in the form of unstructured text. This text, although very useful, can be hard to interpret in its 
original form. If businesses want to use hyperpersonalization to improve customer satisfaction, it is 
vital for them to understand such data. The current capability of text analysis tools and techniques 
does not fully leverage a human’s ability to visualize and make sense of text data. This can be 
facilitated by converting unstructured text to a set of organized images that enable visualization.

Currently, there is only one way to analyze unstructured texts in bulk: isolating sentences, words, 
themes, and subjects via a tool (i.e. NLP). When parts of speech are organized into a table format, we 
can get a glimpse of the meaning within the text.

Two techniques are widely used for visualization: tag clouds and word trees.
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Tag Clouds

As the name suggests, a tag cloud is a ‘cloud of words’ where words are prioritized based on their 
occurrence within the text. Fonts, colors, and backgrounds are used to indicate how often each word 
occurs. This sounds simple, but it gives a very good general idea of the data. 

Tag clouds are widely used to analyze the speeches of various political, business, and social leaders. 
Moreover, by comparing two tag clouds we can understand the basic theme and the main focus area 
of two subjects.

Below is a tag cloud for a speech delivered by Steve Jobs. Looking at the importance of words 
depicted in the cloud (“college”, ”life”, ”year”, “course”, “looking”, ”death”), it’s evident that the different 
phases of life were emphasized in this speech. Guess what? This is the cloud for his Stanford 
commencement address.

The above tag cloud was created using the WordCloud open-source library. Find out more about WordCloud at  

https://github.com/amueller/word_cloud

https://github.com/amueller/word_cloud


A word tree showing all occurrences of “I have a dream” in Dr. Martin Luther King Jr.’s historic speech. [4] 

Word Tree

A word tree uses a tree structure to visually represent words that follow a search term. This allows the 
viewer to examine how a word or a sequence of words are used in a text. Word trees are especially 
useful in finding and exploring patterns, but they also enable the user to delve into individual details.[1] 
This visualization technique was invented by Martin Wattenberg and Fernanda Viégas. 

Word trees are mainly used for texts with a repetitive structure. For example, in “A Portrait of the 
Artist as a Young Man”, the term “His soul” appears 83 times, but it is followed by such different 
phrases as “was fattening”, “was festering”, “was soaring”, “was waking”, “was enriched”. [2]

The word tree below shows multiple parallel sequences of words. Words that are strongly associated 
are displayed with a thicker typeface; this not only represents the relationship but also signifies the 
strength of the association. The hierarchy of words arranges the text data into an organized pattern, 
which is much easier to comprehend. Moreover, we do not need to go through the entire text; we can 
simply search for the required portion.[3]
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I have a dream

that

one day my four little children will one day live in 
a nation where they will not be judged 
by the color of their skin but by the

every valley shall be exalted, and every hill and mountain 
shall be made low, the rough places will be made plain, 
and the

Today i have a
dream that one day

down in Alabama, with its vicious racists, with its 
governer having his lips dripping with the words of 
interposition and nullification - one day

even the state of Mississippi, a state sweltering with the 
heat of injustice, sweltering with the heat of
oppression, will be transformed into

on the red hills of Georgia the sons of former slaves and 
the sons of former slave owners will be able to sit down 
together at

this nation will rise up and live out the true meaning of 
its creed: ‘We hold these truths to be self-evident

down in Alabama, with 
its vicious racists, with 
its governer having his 
lips dripping with the 
words of interposition 
and nullification - one 
day

every valley shall be 
exalted, and every hill 
and mountain shall be 
made low, the rough 
places will be made 
plain, and the



References:

[1][2][3][4] from “The Word Tree, an Interactive Visual Concordance”
by Martin Wattenberg and Fernanda B. Viégas.

-Authored by
Rhydham Gupta
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What is BERT?

Thriving Traction

Bidirectional Encoder Representations from Transformers – or BERT for short – is a 
neural-network-based pre-training technique for natural language processing applications. 
Pre-training a neural network can help businesses tremendously by reducing the time required to 
launch a product or system. The improvement BERT offers over previous implementations is the 
ability to learn bidirectional contextual representations. This means that it can learn from the 
context before and after the token word. (See example below.) Using pre-trained BERT models that 
can be fine-tuned by adding just one output layer helps data scientists create state-of-the-art 
models for a wide range of NLP tasks. 

If we use a pre-trained contextual representation like ELMo or ULMFit to process the text given 
above, it will fail in at least one case, as it can deal with either the left or right context. Context-free 
models like Word2vec and GloVe will not be able to make use of the context; they will produce the 
same result for “bank” in both cases. 

To evaluate the performance of BERT, it was compared with state-of-the-art NLP systems on 
SQuAD, a reading comprehension dataset consisting of questions. BERT, when it was showcased, 
achieved a 93.2% F1 score (a measure of accuracy), which was much better than the state-of-the-art 
score of 91.6% and the human score of 91.2%. Today, variations of BERT dominate the SQuAD 
leaderboard, as seen in the image below.

BERT can capture both the right and the left context of the token word “bank”.

We went to the river bank.
I am going to the bank to make a deposit
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Ranking of models derived from BERT on the SQuAD dataset.   -     https://rajpurkar.github.io/SQuAD-explorer/

https://rajpurkar.github.io/SQuAD-explorer/
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Understanding searches
better than ever before

BERT: Pre-training of Deep Bidirectional 
Transformers for Language Understanding

BERT

SQuAD-explorer

Open Sourcing BERT: State-of-the-Art 
Pre-training for Natural Language Processing 

An example on Google’s Search blog showed that BERT is able to grasp the meaning of complex 
phrases like “2019 Brazil traveller to USA need a visa”. Previously, this would have returned results 
about U.S. citizens traveling to Brazil instead of Brazilian citizens traveling to the U.S. BERT allows 
Google to improve results for 10% of its searches. Another major advantage of BERT is that it allows 
the system to take the learnings of one language and apply them to other languages. 

Businesses can now leverage the power of BERT to solve NLP tasks in mere hours. Google 
open-sourced the codebase and the pre-trained models, which can be found on GitHub. You can 
learn more about the technical details of BERT from Google’s paper BERT: Pre-training of Deep 
Bidirectional Transformers for Language Understanding.
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Text Analytics  -
Sentiment Detection Paradox

Folk-Wisdom’s Fallacy

Background

Sentiment Analysis is “the process of identifying and categorizing opinions expressed in the text to 
determine the user’s attitude toward the subject of the document”. Retrieval of various levels of 
sentiment is also being used to measure the intensity of the writer’s opinion. [1] 

Many distinct textual structures are analyzed in the usual NLP process. This provides a quick 
understanding of the writer’s attitudes. ‘Sentiment words’ convey a positive or negative meaning.

Sentiment Analysis involves complex components, including entity-name recognition, anaphora 
recognition, parsing, sarcasm detection, and many others. Several data pre-processing and 
classification techniques have been researched for Sentiment Analysis.

The Sentiment Detection Paradox 

Sentiment analysis has traditionally been carried out with a surprisingly simple design. Such an 
approach struggles with complex language structures; it cannot cope when contextual information is 
needed to clearly understand a phrase (i.e. when the writer is using sarcasm or irony and thus is 
actually expressing the opposite of the text’s “meaning” as understood by a machine).

Humans can understand sarcasm because they look for the context:  gestures like rolling eyes or a 
certain vocal inflection indicate that the meaning is different than what the actual words convey. 
These clues are not present in textual data, which makes written sarcasm difficult for machines and 
humans to accurately process.

Recent advances in natural language generation have intrigued audiences, as they can measure the 
negative or positive sentiment of a word or phrase. Still, the results of such advances are tainted by 
sarcastic sentiments; these constitute “noisy data” and need to be filtered out for accuracy and 
robustness. Sarcasm detection is essential when training data inputs, which can then be used for 
better natural language sentence generation.

Text Cannot Suffice for All Classification Tasks

• There are some textual compositions that smack of sarcastic insinuations, like punctuation marks 
that denote sarcasm or irony, e.g. an inverted question mark, etc.

• Paradoxical phrases or oxymorons are hard to classify, e.g. “You look good when your eyes are 
closed, but you look the best when my eyes are closed”, “the silent music was mesmerizing”, etc.

•  Hyperbole (exaggerations) and figures of speech also present problems, e.g. “The old man said 
that he could sleep for a hundred years”, etc.
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Analyzing information that comes before the text sometimes helps. Using anomaly detection in the 
sentiments of a text corpus may detect sarcasm with some reliability. 

But such Machine Learning algorithms will still not be able to serve the purpose of accurately 
detecting sarcasm in texts. This is primarily due to the following reasons:

• There are numerous hurdles to interpreting sarcasm, let alone detecting it. The difficulty of 
sarcasm classification is present for both humans and machine learning methods. 

• Sarcasm is expressed in means that are different from other forms of verbal expression and 
which cannot be directly translated into written text. This limits the training sets for machine 
learning models and tends to overfit.

Several data pre-processing techniques have been used. Researchers have worked on various 
classifiers and their results have been provided. Also, comparative research on these classifiers has 
been done to find which ones deliver improved results. Techniques like deep learning, tree-based 
algorithms, and ensemble classifiers have produced better results. These findings may be correct, 
but even so, they do not provide a robust solution for detecting sarcasm.
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Text to SQL

Experience Extended

Overview

Text to SQL is a system that converts English statements to SQL queries. This can help in retrieving 
information stored in a database by expressing commands in natural language (e.g. English). 

Prior Work and Challenges

Past attempts can be placed into three broad categories, based on the type of approach involved:

1. Symbolic Approach (Rule-Based Approach): In systems developed with a symbolic approach, 
entities are picked from a list of query tokens and are translated based on general grammar rules 
and self-defined sketches on a case-by-case basis.

2. Empirical Approach (Corpus-Based Approach): Some systems have been developed with an 
empirical approach in mind: queries are translated based on statistical analyses of large collections 
of texts (i.e. a corpus). 

3. Connectionist Approach (Using Neural Networks): In this approach, Sequence-to-Sequence 
models are used to translate one language to another – in this case, English to SQL. The model is 
trained with an extensive collection of English commands and the corresponding SQL queries (such 
as WikiSQL) and finally used to predict a SQL query from any given English query and the 
corresponding database schema.
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Limitations of Prior Work

• The limitations of the Symbolic and Empirical approaches include varied processing times, the 
limited scope of queries, and high memory usage.

• The limitation of the Connectionist approach is reduced accuracy for complex databases.

Our Approach

Considering the complex nature of both the target databases and the English-language queries, we 
developed a hybrid of the existing approaches. 

This hybrid approach had the following components:



• A rule-based system that used the corpus and WordNet (a popular lexical database) to generate 
the structure of the SQL query. 

• Word Embeddings, which were trained using neural networks to generate measures and 
dimensions.

Limitations

Even with the Hybrid approach, there are some limitations:

• Highly contextual or vague queries like ‘last 5 years’ and ‘top 10’ are not being accurately 
processed.

• Queries like ‘average spend’ lead to ambiguity (i.e. ‘average of overall spend’ / ‘sum of average 
spend’ / ‘average of average spend’).

• Having too many similar columns lead to erroneous results, due to the minimal difference in the 
distance between the concerned words in the Word2Vec model.

Improvements

Maybe we can use the latest developments in the NLP space, such as Transformer-based 
architectures, to solve this problem. But these are very computationally expensive.

References:
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Food for Thought Experiment

Question Answering System (QAS)

This is the last in a series of seven NLP articles. It presents the latest techniques and thought 
processes that are currently being researched for Question Answering Systems (QAS).

Abstract

QAS is based on the idea that the system would automate the process of answering a variety of 
questions, given the comprehension. The task involves an ensemble of ‘document processing’, 
‘question processing’ and ‘answer processing’ techniques. The two biggest questions for researchers 
are ‘Can AI be used to answer a variety of questions? Can AI match (or even outperform) humans at 
this task?’

Developing QAS Models: The Challenges

• Diverse question sets require different approaches/strategies to answer.

• Whole-paragraph processing is necessary; some answers are spread across different sections of 
the paragraph.

• High-level (complete interpretation of the document) and low-level (interpretation of individual 
sentences) understanding is required.

• Handling different domains and different classes of questions (definition type, casual questions, 
confirmation question, etc.) is essential.

Where We Are Now: New Techniques vs. Improving Techniques

• After enormous efforts in this research area, we certainly don’t have a shortage of datasets (e.g. 
the SQuAD dataset has approximately 1 million question-answer pairs of around 500 articles). 

• Modern deep learning architectures (like BERT, ALBERT (A Lite BERT) and attention models) 
have been able to achieve fairly high accuracy on some of the datasets. 

• A model trained on the specific dataset still needs to have flexibility on different 
documents/paragraphs (e.g. the development of a QAS system to answer business questions 
from a news feed).

Maybe we can combine different sets of techniques to overcome the inefficiencies of each 
technique. But hybrid implementations are very computationally expensive and require some 
research time before deciding on any approach. 
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Food for Thought Experiment

Should we focus on improving the existing techniques? Or the development of new 
techniques/architectures for developing a generic QAS model? The computational complexity of 
NLP makes this question difficult to answer.

References

SQuAD2.0: The Stanford Question
Answering Dataset

Question Answering Systems: A Review
on Present Developments, Challenges and Trends

-Authored by
Rajat Bansal
Data Scientist at Absolutdata

Page 19 © Copyright Absolutdata 2020

https://rajpurkar.github.io/SQuAD-explorer/
https://thesai.org/Downloads/Volume8No9/Paper_31-Question_Answering_Systems_A_Review_on_Present_Developments.pdf
https://www.linkedin.com/in/rajat-bansal-151979109/


For reading this edition of BrainWave from the Absolutdata Labs Team. This digest focuses on some technical angles of 

analytics and data science. BrainWave is published about 4 times a year. If you haven’t already, please subscribe so you 

receive future editions.

Thank You

Subscribe

© Copyright Absolutdata 2020

https://www.absolutdata.com/
https://www.absolutdata.com/subscribe/
https://www.linkedin.com/checkpoint/challengesV2/AQGaAPNtpjtiBwAAAW05lmYOsGxPi0y2E-LmNi-TrFniW5CVh7ntla3hF8bCEgBFqAKTirB4N2J64--vyP2ipOOzKuLFtTQsFw
https://twitter.com/Absolutdata
https://www.facebook.com/Absolutdata
https://www.absolutdata.com/analytics-company/contact-us/



